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Abstract

This document presents additional observations from the case studies, discussion on the choice of PCA plots for the
case studies, alternative dimensionality reduction techniques, and implementation details.

✦

1 IMPLEMENTATION

This section presents details of the implementation and describes the runtime performance statistics. The steps in the proposed visual
analysis pipeline are sequential. The output of a step serves as input to the next step. CSP and the moment computations consume a
significant fraction of the total time required. All the results presented in this paper are based on computations on a workstation with
a 2.10GHz Intel(R) Xeon(R) Gold 6130 processor with 16 cores and 352 GB RAM. To avoid recomputation of all the intermediate
outputs in case a step needs to be executed again, the outputs are stored on disk once a step completes execution. For the second
case study, computing 1000×1000 CSPs for 14 carbon atoms and 704 time steps takes approximately 1.1 TB of storage. Hence, the
disk I/O significantly impacts the time needed to generate the final tracks. All the time estimates provided in this section are based on
experiments on a 2 TB hard disk drive with an average read speed of 161 MB/s (computed over 100 samples of 100 MB).
Data preparation. The data is provided in the form of molden files, a standard format used to specify electron density fields [1]. The
format provides atom-specific information like radii, locations, and atomic orbitals. Each atomic orbital defines the electron density
as a Gaussian distribution. Corresponding Gaussian coefficients are specified for each orbital. Molecular orbitals are defined as linear
combinations of the atomic orbitals. Corresponding linear coefficients are also provided in the molden format. One file provides this
information for the molecule for a single time step and state. If there are m states and n time steps, then m×n Molden files are provided
as input. We use the Topology Toolkit (TTK) [2], Paraview [3], and supporting Python scripts for computations. So, as a first step, the
data is converted to a format that is readable from within paraview. Each molden file is processed to produce a cube grid. The bivariate
field consisting of the hole NTO and particle NTO (φh,φp) is available as a sample at each vertex of the grid. The data is available on
a 96× 101× 69 grid for Methylvinylketone and on a 76× 65× 101 for cis-stilbene. The resolution is equal in all dimensions, which
results in a cube grid with a different number of samples along each dimension, reflecting the spatial extent of the molecule.
Segmentation. The domain of the bivariate field is segmented on the basis of the geometric locations of atoms using a weighted
Voronoi tessellation [4]. Each segment is represented as a collection of tetrahedra. The data preparation and segmentation steps together
take approximately 12 seconds for the 96× 101× 69 grid. Since each molden file can be processed independently, the segmentation
step can run in parallel for each time step. The grid and segmentation are computed only once.
CSP computation. CSP computation is the most compute-intensive step of the pipeline. Given m states, n time steps, and o segments,
m×n×o CSPs need to be computed. The computation time also depends on the size of the individual segments (number of tetrahedra).
We use TTK to compute CSPs of size 1000× 1000 for all the results presented in this paper. Since the range of scalar values differs
across the segments, the CSP sizes would also vary across segments. In order to ensure that the scalar range of the CSP is consistent
across all segments and time steps, we sample the computed CSPs over a 1000× 1000 grid whose range is specified by the CSP of
the whole molecule. The resampling does not affect the patterns, but the shapes of the tracks may differ. Without resampling, CSPs of
segments with different ranges, small or large, will span the 1000× 1000 grid. This leads to a situation where the CSP of a segment
with a small range is enlarged or scaled up. In the case of resampling, CSPs with a small range are not as distinct. We tried both
strategies and the results were more interpretable with resampling. Figure 1 shows the tracks generated from both resampled and the
original CSPs. The principal components computed for the original CSPs are as follows:

PC1 = [−0.80,0.56,0.02,0.18]

PC2 = [0.59,0.75,0∗,0.28]

PC3 = [−0.02,−0.33,0.02,0.94]

PC4 = [0.02,0∗,0.99,−0.02]
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The * denotes numbers with an absolute value smaller than 0.01. All principal components, except for PC4, assign a small weight to
M11. Consequently, the tracks of the original CSPs show some similarity to the tracks of the resampled CSPs in the PC1-PC4 space.
Additional details on the choice of principal components can be found in section 3.

The CSP for Methylvinylketone with 3.9 Million tetrahedra is computed in 6 secs. CSPs can be computed in parallel for each
segment. There are a total of 83 time steps to be processed in the first case study. Generating the CSP of the whole molecule for every
time step with 83 threads takes approximately 90 seconds.

Moment computation. The computation of a moment consists of 1 addition, a maximum of 2 multiplications, and a log operator
applied at all vertices of the 1000 × 1000 grid. The computation times are dependent on the CSP resolution. Moments are also
computed independently for each CSP and can be parallelized. For the first case study, we have 83 time steps, 11 atoms/segments, and
2 states. Computing all four moments for the 83×11×2 CSPs takes 35 minutes using 32 threads. This includes the time spent reading
the 83×11×2 CSPs of resolution 1000×1000 (142.3 GB).

PCA. We use the PCA module from the scikit-learn library [5]. Moment vectors for all the segments, states, and time steps are given
as input to PCA computation. The projection of each moment vector on the individual principal component direction is also computed
and stored for later exploration. PCA and the projection computations for the first case study, a total of 83× 11× 2 moment vectors,
take 0.07 secs. The projection is used later to identify patterns of interest within the 1D or 2D PCA plots.

It is important to note that the compute-intensive steps for CSP and moment computation are a one-time process. Both steps are
also amenable to parallel computation. Once the moment computation is complete, the analysis proceeds at interactive speeds.

Fig. 1: Tracks generated from resampled CSPs (a) and original CSPs (b). While the tracks generated from the original CSPs are different
in general, we observe similar patterns in the PC1-PC4 space.

2 CASE STUDY 1: SELECTION OF MOMENTS

Section 4 of the paper discusses the reasons for selecting the four moments [M00,M20,M11,M02] to represent a CSP. Additionally,
Section 3.2 explores the potential for using application-specific feature descriptors. In this section, we present plots of the variation of
moments over time to support our choice. The top row in Figure 2 show the energy plot, which exhibits a similar pattern as the plots of
M00,M20,M11,M02, and the donor strength. The plots of the other moments shown in the bottom row exhibit considerable fluctuations
and do not exhibit the above-mentioned pattern. Incorporating these additional moments to describe the CSPs may aid in capturing finer
shape details, but would necessitate a complex dimensionality reduction process for subsequent analysis that identifies coarse features
such as area and orientation. Hence, we use the four moments mentioned above to represent a CSP.

3 CASE STUDY 1: METHYLVINYLKETONE: CHOOSING A PCA PLOT

The principal components computed for case study 1 are

PC1 = [0.71,0.65,0.01,0.25]

PC2 = [0.66,−0.74,0.04,0.01]

PC3 = [−0.11,−0.05,0.90,0.40]

PC4 = [−0.15,−0.15,−0.41,0.88]

Here, PCi = [M00,M20,M11,M02]. Choosing the first two principal components helps capture the ideal maximum variance in a 2D
view. However, the weight of M11 is small in both PC1 and PC2. Hence, projecting moments onto the PC1-PC2 space would cause
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Fig. 2: Tracks of individual moments. The moments shown in the top row exhibit a pattern similar to that of the energy plot. In contrast,
the moments in the bottom row exhibit higher fluctuations and do not capture the prominent pattern.

diagonally oriented CSPs to map to overlapping points in the 2D space. Projecting onto the PC1-PC3 space may be a better option
since all moments receive a high weight in either one of the two principal components. A plot of all pairs of principal components
helps provide a confirmation. Figure 3 shows the tracks in all 2D PCA plots. We do not observe a clear pattern in tracks from plots that
do not incorporate PC1. The pattern highlighted by the red oval in the plots that incorporate PC1 (left column) corresponds to the time
interval when we observe a major change in the behavior of atoms. Tracks of the vinyl carbons, C3 and C4, within this time interval in
the PC1-PC2 space, overlap with each other (refer to Section 5.1 in the paper). The corresponding CSPs have diagonal orientation and,
due to a smaller weight for M11 in both PC1 and PC2 i.e., 0.01 and 0.04 respectively, they map to similar locations in the PCA plot.
The PC1-PC4 plot does a better job of separating them due to the higher weight for M11. The best separation is visible in the PC1-PC3
plot due to the highest weight for M11 (0.90). The analysis presented in the paper for this case study is based on the PC1-PC3 plot.

Fig. 3: Tracks of all the atoms in both states in all PCA plots. Including PC1 as one of the axes results in interpretable patterns. The red
oval highlights the points corresponding to interesting time steps. PC1-PC3 does a better job of separating the points in the highlighted
region than the other two pairs.

4 CASE STUDY 1: METHYLVINYLKETONE : ADDITIONAL OBSERVATIONS

Evolution of S2 O (T2, T3). We expect that similar CSPs map to nearby points in the PCA plot. Figure 4 shows the PC1-PC3 plot
for S2 O. A node (pink) corresponds to the CSP at that time step. Nodes appear close to each other during the initial time period, and
a few jumps are visible in the track after 26 fs. The expectation is that after 26 fs, the electron density fields around oxygen changes
significantly compared to the earlier times. The CSPs confirm the same. From 0 fs to 3 fs and until 6 fs, the CSPs appear to be similar
to each other. From 26 fs to 28 fs, the area decreases significantly at every time step. Note that the time steps are sampled at regular
intervals in this time period (0−29 fs), which allows for such an analysis (all time steps before 29 fs and after 30 fs are 0.48 fs apart).
The few time steps around 30 fs are sampled at a higher resolution, which may explain why the nodes appear closer to each other
during this time period.
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Fig. 4: Analyzing the evolution of S2 O. The nodes (pink) correspond to the CSP at every time step available in the input. Few time
steps after 26 fs have larger distances than the previous ones. Nodes between 0 fs and 3 fs appear close to each other, which matches
the observation that the CSPS appear similar. The size of the CSPs decreases significantly after 26 fs, resulting in the nodes appearing
further apart.

Fig. 5: Molecular structure of cis-stilbene. C1 and C8 form the bridge between the two rings, R1 and R2. Tracks for atoms other
than the two showing bigger peaks are greyed out. The ones showing a prominent pattern correspond to the two bridge atoms. The
energy plot shows fluctuation in energy throughout the time. The gap between the ground state and state 1 energy is lesser around the
mentioned time steps (48 fs, 228 fs) than the others.
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5 CASE STUDY 2: cis-STILBENE : CHOOSING A PCA PLOT

The principal components computed for case study 2 are

PC1 = [0.79,0.54,0.06,0.24]

PC2 = [0.01,−0.21,0.96,0.16]

PC3 = [−0.42,0.77,0.24,−0.39]

PC4 = [−0.42,0.24,−0.09,0.86]

Figure 5 shows the individual principal components plotted over time. The two ethylenic bridge atoms C1 (green) and C8 (orange),
cover a larger range of values than others. Other atoms are shown in gray to avoid clutter. This preliminary analysis indicates some
different activity happening around the bridge atoms. Both the curves follow a similar pattern for PC1. For the rest of the principal
components, the patterns are exactly opposite of each other. The two time windows where the S1 state and the ground state come close
in energy are highlighted by the blue rectangle. The CSPs for C1 and C8 show comparatively large changes during these time intervals.
Around 48 fs and after 228 fs, the energy of State 1 and ground state come close to each other. The 1D PCA plots capture these changes
in electron density fields.

Similar to the previous case study, we select the principal components such that each moment receives a high weight in at least
one component. PC1-PC2 appears to be the appropriate choice. Figure 6 shows the 1D and PC1-PC2 plots for the pair of atoms. The
2D plots capture some interesting opposing patterns that are prominent for C1-C8, C5-C12, and C7-C14. The 1D plots for some atoms
have a small range, making the patterns less visible. However, the zoomed-in PC2 plot of C7-C14 shows the existence of an opposing
pattern. PC1 assigns a high weight to area. However, the CSPs in this case study do not vary much in terms of area over time, except
for time steps near 48 fs (refer to Figure 7 in the paper and the supplementary video). Since the area does not vary significantly, we
also plot the tracks for PC2 and PC3 in Figure 7. The patterns appear more prominent in this space, and we analyze them further.

6 CASE STUDY 2: cis-STILBENE : ADDITIONAL OBSERVATIONS

Pair of atoms (T2, T3). The interesting patterns observed in Figure 5 for the bridge atoms are expected because of their distinct
location in the molecule. We found similar patterns in the gray tracks. After analyzing them further and based on inputs from the
chemist, further analysis was focused on studying pairs of atoms C1-C8, C2-C9, C3-C10, C4-C11, C5-C12, C6-C13, and C7-C14.
Besides the bridge atoms, the pairs in the above list consist of atoms from the two rings. Figure 7 shows 1D PC2 and PC3 plots for
these pairs along with the corresponding tracks in PC2-PC3 space. The region of high activity is highlighted in blue in all the plots. In
the 1D tracks, the region highlights the tracks oscillating across the x-axis. In the PC2-PC3 space, the tracks either oscillate around the
origin for three pairs or in opposite quadrants for the other three.

Fig. 6: Pair-wise comparisons of tracks of opposite atoms. The 1D plots show the variation in PC2 and PC3 for each pair. The 2D plots
show the tracks projected on PC2-PC3 space for the pair. The lighter color in the 2D tracks corresponds to the earlier time steps. The
blue ovals highlight the time steps of high activity where the atoms oscillate between diagonal and axis-aligned CSP orientation. The
1D tracks for C1-C8 show one more fluctuating pattern in the earlier time steps, which is not prominently visible for the other atoms.
The 2D tracks for C6-C13 are annotated with peeled CSPs for the corresponding atom for three selected time steps. The times are
mentioned in the respective colors for the atoms. The points projected closer for the two atoms correspond to the diagonal orientation
of CSPs. The points located far map to the axis-aligned ones. Orientation of the CSPs is opposite for both atoms at each time step.

Visualizing corresponding CSPs for a finer-grained analysis of these oscillations revealed that the orientation of CSPs for all the
atoms changes continuously after 228 fs. At other times (except the smaller coupling window 48−85 fs), they are either oriented towards
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